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Abstract 

Deliverable D2.1 titled "Ecosystem Definition, Requirements, and Use Cases" encapsulates a 
comprehensive exploration of the ACROSS platform, a transformative solution in the realm of network 
orchestration. This document serves as a foundational guide, providing detailed insights into the 
platform's ecosystem, essential requirements, and diverse application scenarios. 

The document commences by meticulously defining the ACROSS ecosystem, elucidating its 
architectural components, and delineating the roles of key stakeholders. A strategic approach to 
stakeholder engagement sets the stage for collaborative development and successful deployment. 

An exhaustive analysis of requirements underpins the technical dimensions of the ACROSS platform. 
Emphasizing robustness, scalability, security, and interoperability, the document outlines a 
commitment to meeting stringent technical standards and specifications. 

D2.1 unfolds a tapestry of diverse use cases, ranging from zero-touch network automation and 
immersive experiences at sporting events to holographic communication, AI-driven service assurance, 
and predictive maintenance. These real-world scenarios underscore the versatility and adaptability of 
the ACROSS platform. 

Strategic contributions to standards and open-source communities feature prominently in the 
document. Planned engagements with ETSI OSL, ETSI TFS, ETSI ZSM, and P4.org showcase the 
platform's commitment to aligning with industry standards and actively participating in open-source 
initiatives. 

The document culminates in a roadmap for collaboration and integration, outlining the platform's 
trajectory in terms of contributions to standardization groups and open-source projects. This roadmap 
positions ACROSS as an active participant in the broader technological landscape. 

In conclusion, D2.1 lays a robust foundation for the ACROSS platform's development, emphasizing a 
holistic vision that integrates technical excellence with real-world applicability and alignment with 
global standards. The abstract encapsulates the essence of ACROSS, setting the stage for subsequent 
phases of innovation, testing, and deployment within the dynamic landscape of network 
orchestration. 
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different elements in its modularized architecture to facilitate data collection and analysis to build AI 
models that can effectively interact with the other components of the architecture to provide 
automated decision-making in the context of 5G networks [28]. 

Moreover, the great flexibility and programmability of 5G networks allows the creation of network 
segments, which are logical networks that can be created over the physical infrastructure to provide 
different types of services with different QoS requirements. Managing and orchestrating network 
segments is a complex task that requires the coordination of a large number of network resources and 
components. To develop self-organizing networks that can automatically provision and configure 
network segments in response to changes in service demands, while reducing overprovisioning and 
underutilization of resources, new methods of network segment management and orchestration need 
to be developed. In this context, Network Resource Elasticity (NRE) has emerged as a key concept that 
refers to the ability of a network to dynamically adjust its resources and configuration to provide the 
required QoS, while maximizing resource utilization, thus reducing operational costs (OPEX) [29]. Thus, 
during periods of low demand, network resources can be reallocated to other network segments or 
services, and during periods of peak demand, additional resources can be quickly allocated to meet 
increased demand. NRE can be decomposed into three dimensions [30]: (i) VNFs computational 
elasticity, (ii) orchestration-driven elasticity achieved by optimal VNF placement, and (iii) inter-slice 
resource elasticity. These three dimensions can be jointly considered to provide a comprehensive 
solution for network resource management that can meet the needs of different services with diverse 
QoS requirements. In this scenario, AI methods can play a key role in this task by providing the ability 
to automatically identify patterns and correlations in the data that can be used to predict future trends 
or recommend strategies to optimize network resource allocation. AI algorithms can be applied in 
different phases of the lifecycle of network slicing (preparation, instantiation, runtime, and 
decommissioning) to achieve NRE. For each phase, different algorithms and inputs must be 
considered. A taxonomy of AI applications and inputs in the context of NRE is presented in a recent 
work [29]. Furthermore, in [29], three use cases that leverage AI to achieve NRE in the context of 5G 
network slices are presented. On the other hand, it should be noted that under-provisioning of 
resources due to an underestimation of future demands often leads to SLA violations that incur a 
much higher financial penalty than the cost of a slight over-provisioning of the resources. To address 
this issue, a capacity forecasting framework [30] is proposed to dynamically adapt to traffic variations 
to achieve better resource assignment while reducing overall management costs. 

In addition, the increase in data traffic and usage of 5G networks is anticipated to cause significant 
congestion that may lead to service disruptions and failure to meet the desired Quality of Service 
(QoS). To prevent this situation, 5G networks will need to implement advanced Congestion Control 
(CC) mechanisms that can proactively manage and reduce network congestion. These mechanisms 
will need to be able to identify and isolate the causes of congestion, and then take appropriate 
measures to resolve the issue. Unfortunately, traditional CC mechanisms that relay on a predefined 
set of strict rules, such as rate limiting and traffic shaping, are not well suited for 5G networks due to 
the large scale and dynamic nature of 5G networks that entail a diverse ecosystem of devices, 
applications, and services and the convoluted traffic patterns involved in the data space due to 
different data rates, delays, packet loss, and transmission times between the interconnected devices 
[29][30]. As a result, in the face of the 5G network's scale and complexity, new and innovative CC 
mechanisms will need to be designed and implemented to dynamically learn and adapt to changing 
network conditions to effectively manage and reduce congestion. 

In the above context, learning-based techniques such as Machine Learning (ML) and Deep Learning 
(DL) methods have been proposed to build generic CC schemes that can automatically learn and 
identify the optimal set of CC actions for a given network situation [29][30]. These advanced learning-
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based CC mechanisms have the potential to provide significant improvements over traditional 
methods by dynamically adapting to the ever-changing 5G network conditions and by proactively 
taking actions to prevent and resolve congestion before it impacts service quality. In contrast to 
traditional methods, these learning-based mechanisms make use of data collected from the 5G 
network in real-time to automatically learn the underlying patterns and correlations that lead to 
congestion. These learned patterns are then used to generate predictions of future congestion events 
and to take appropriate actions to mitigate or even prevent the occurrence of such events. Several 
learning-based CC mechanisms have been proposed in the literature to predict future congestion [30], 
based on supervised and unsupervised methods. In addition, Reinforcement Learning (RL) agents can 
continuously monitor the network's state and react to the environment, applying a sequence of 
actions to minimize the congestion of the network to gain feedback in this interaction which can be 
reused in its subsequent actions. For this reason, RL algorithms are more suitable for dynamic network 
environments as they can adjust their learning to remain robust to the variability or instability of the 
network over time. However, RL algorithms require a longer training time to converge to a near-
optimal solution and are computationally more intensive during inference, which may limit their 
applicability in real-time scenarios [30]. 

ACROSS ambition: ACROSS envisions to apply standard AI/ML algorithms, such as Long-Short Term 
Memory (LSTMs) and 1-D Convolutional Neural Networks (CNNs), and more sophisticated 
architectures such as Graph Neural Networks (GNNs) to exploit the complex graph relationships that 
can appear among the VNFs of the 5G network in both intra- and inter-network slice scenarios. The 
selection of these architectures will be adapted to the lifecycle of the network slice to be considered 
to achieve Network Resource Elasticity in each of the three dimensions: (i) VNFs computational 
elasticity, (ii) orchestration-driven elasticity achieved by optimal VNFs placement, and (iii) inter-slice 
resource elasticity. Firstly, we will approach the research on these three innovations separately. In a 
second phase, these three dimensions will be jointly considered to provide a comprehensive solution 
for end-to-end network resource management and orchestration to meet the needs of different 
services with diverse QoS requirements. Moreover, ACROSS will investigate novel AI mechanisms for 
traffic engineering (i.e., for congestion avoidance, heavy hitter detection, green and QoS-aware TE) 
based on Deep Learning techniques that combine LSTM with 1DAssociated CNNs in hybrid 
architectures and more advanced forecasting architectures such as Transformer-based variants or 
NBEATS to learn from past network states and service demands, model complex patterns (e.g., for 
congestion problems) that will allow ACROSS to predict in advance and timely react to important TE 
events (e.g., to prevent congestion zones in the core network by means of anticipatory VNFs 
placements or scale up/down and scale in/out mechanisms). 

To provide robustness-by-design in the AI components, ACROSS will integrate the necessary methods 
to achieve interpretable models or post-hoc explanations that guarantee the transparency and 
accountability of the system in its decision-making process. We will investigate the application of 
recent techniques such as Local Interpretable Model-agnostic Explanations (LIME), Shapley Values or 
Partial Dependency Plots (PDGs) among others. In addition, the presence of biases in the models that 
could lead to unfair decisions which may ultimately result in incorrect or dangerous consequences for 
users will be thoroughly evaluated. To that end, the datasets used to train ACROSS ML models will be 
carefully evaluated before use to mitigate the impact of potential biases that could be later 
propagated by ML models when deployed in production scenarios. 

2.1.4 Area #4 - Full-stack cross-domain zero-touch provisioning (ZTP) 
State of the art and challenges: Automation has been a desired goal in telecommunication networks 
for many years, being identified through the self-* concepts (self-configuration, self-optimization, self-
healing) of autonomic computing [31], with the idea of increasing speed and ease of use for the 
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to identify attacks and issue configuration rules towards the firewalls in the AC function to reject the 
malicious packets. SD-SEC facilitates centralized software-managed and policy-driven orchestration of 
the security functions, and their real-time monitoring and attestation [53]. SD-SEC inherits from NFV 
(i) the flexibility in the placement of the VNFs and the facility of management, (ii) enables the definition 
of more sophisticated security-aware automation workflows, and (iii) a new degree of scalability for 
the virtualized security network functions. 

ACROSS ambition: ACROSS provides secure and trusted orchestration mechanisms. First, ACROSS 
enhances trusted computing technologies for large and heterogeneous cloud-edge deployments. This 
includes hardening trusted execution environments against sophisticated attacks and the design of 
protocols to let cloud/service providers efficiently and securely manage their enclaves. Such protocols 
will enable enclave migration, replication, intra-enclave communication, and efficient memory 
management to provide the required functionality to run critical application parts in virtualized 
environments with minimal trust assumptions. Because of well-known resource limitations of existing 
enclave frameworks, enclaves may be unsuitable for some types of services that ACROSS plans to 
deploy across the various test cases. In this case, similar security/migration/protection mechanisms 
will be applied at the level of containers. ACROSS also plans to contribute with its work to open 
initiatives like the trusted execution environment framework Keystone for RISC-V CPUs. Second, 
ACROSS protects ML algorithms by developing appropriate defensive strategies against data and 
model manipulation in realistic deployments, providing robustness to evasion and poisoning attacks. 
These defenses will be specifically designed to resist adaptive attacks that are fully aware of the 
defensive mechanism and will achieve the highest security level in realistic deployment scenarios. 
Third, ACROSS incorporates SD-SEC to leverage novel zero-touch event-driven and policy-driven 
mechanisms to improve the placement, orchestration, and monitoring of the security VNFs. This 
includes centralized and automated management and monitoring of the security VNFs as well as the 
enforcement of the KPIs included in the SSLAs associated with the transport slices. 

2.2 Methodology 

To define the ACROSS architecture in a way that benefits all the actors of the ACROSS ecosystem, the 
methodology shown in Figure 2-1 is pursued. The process begins and ends with ACROSS stakeholders, 
who are the main drivers of the workflow. First, the ACROSS stakeholders shape the definition of the 
use cases that are relevant for ACROSS by defining competent test cases. These test cases shall be 
able to stress key aspects of ACROSS to make it unique and useful to the global community. After the 
definition of the test cases, functional, non-functional, and business requirements are identified per 
test case, out of which the ACROSS consortium will distil features of the architecture. During this 
process, feedback is provided to the technical WPs of ACROSS with regards to the main technical 
components of the architecture, their interfaces, etc. When the features are extracted, an iterative 
CI/CD process begins for the design and implementation of these features into the ACROSS platform. 
When enough features are implemented for a certain test case, a validation process begins to evaluate 
whether the test case functions as expected. This creates additional feedback towards (i) the design 
of the architecture and (ii) the test case itself. Upon successful validation, the test case goes to 
production and its exploitation begins by creating value towards the stakeholders. This whole process 
is repeated for all the test cases. 
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Figure 2-1: Methodology to define the ACROSS architecture. 

In the context of this deliverable, the relevant part in Figure 2-1 concerns the iteration between test 
cases definition and validation as this is the set of steps that contributes to the initial definition of the 
ACROSS architecture, but also to the evolution of the architecture throughout the project. Moreover, 
it is important to note that ACROSS aims to impact not only business and research stakeholders, but 
also relevant standards developing organizations (SDOs) and communities, therefore Section 8 makes 
a clear plan for contributions and alignment activities with these SDOs. 

Important remark: Note that the identification of requirements always (chronologically) precedes the 
design of the architecture, even though in this deliverable they are presented in a reverse order (i.e., 
Section 3 about the architecture definition is placed earlier than Section 5 about the Requirements). 
We opted for this layout just to facilitate the readability of the document. 
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from network analysis. Our solution will seamlessly ingest data from various sources, including real-
time data streams and batch data loads, and persist it efficiently within our database. This ensures 
that data is readily available for analysis and retrieval. Real-time search capabilities enable users to 
instantaneously retrieve relevant data, allowing for real-time analytics and insights. A comprehensive 
set of REST APIs provides a user-friendly interface for interacting with the data. This approach ensures 
seamless operation and unified data access.   

4.4.3.2 Communication Services 
4.4.3.2.1 Zero-Trust Connectivity (ZTC) Fabric 
This service establishes a programmable software-based overlay network backbone over the Internet, 
where various domain resources and services may register, thus rendering themselves accessible from 
other members of the fabric. The core components of the ZTC Fabric are a ZTC controller, which acts 
as a configuration element of the fabric (i.e., adding/removing nodes, admitting or discarding services, 
etc.) and one or more ZTC routers which act as forwarding elements of the ZTC network as shown in 
Figure 4-1. A core ZTC router along with the ZTC controller are deployed on a public domain (e.g., the 
ztc.across.eu shown in Figure 4-1), while edge routers may be deployed on the central management 
domain (where AMSO is deployed) and the underlying managed domains (where various ACDO 
instances manage the domain resources). 

 

Figure 4-1: Secure and programmable multi-domain connectivity services using the ACROSS Zero-Trust 
Connectivity services (fabric and clients). 

The public ZTC fabric domain (i.e., the grey cloud in Figure 4-1) acts as the trusted central authority of 
the ACROSS platform. When domain infrastructure owners register their domain to the fabric, they 
obtain an authentication token, and utilize this token to establish encrypted connectivity with the 
integration fabric. The client-side elements of the ZTC network are described next. 

4.4.3.2.2 Zero-Trust Connectivity (ZTC) Client 
The ZTC client service is a software package that new ACROSS domain infrastructure owners obtain 
upon successful registration of their domain(s) to the ACROSS Portal (see Section 4.1.2). This piece of 
software is deployed with a single command on a designated node of a new domain (see Figure 4-1) 
and uses an authentication token (also obtained during registration) to authenticate against the public 
ZTC Fabric service. At this point the new domain becomes part of the ZTC network (i.e., part of the 
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BSR.STD.03 

The ACROSS platform MUST adopt and potentially extend standardized 
Operations Support Systems (e.g., ETSI OpenSlice) for managing domain 
resources and offering them as services. 
Affected component(s) ACDO 
Contributing Partner(s) UoP 
Comment - 

BSR.STD.04 

The ACROSS platform MUST adopt and potentially extend standardized SDN 
technologies (e.g., ETSI TeraFlowSDN, OpenDaylight) for managing 
programmable network resources and offering them as services. 
Affected component(s) ACDO, SDN-based platform services 
Contributing Partner(s) UBI, CTTC, TID, UoP 
Comment - 

BSR.STD.05 

The ACROSS platform MUST fully-comply with 3GPP specifications with 
regards to slicing. 
Affected component(s) ACDO 
Contributing Partner(s) UoP 
Comment - 

BSR.STD.06 

The ACROSS Telemetry platform services MUST adopt tools and best practices 
from global organizations with regards to deep network telemetry (e.g., in-
band network telemetry specifications from P4.org). 
Affected component(s) ACROSS SDN Telemetry platform services 
Contributing Partner(s) UBI 
Comment - 

 

5.3 Functional Requirements 

This section lists all the functional requirements identified by the project team at the time of 
publication of this document. The requirements are grouped according to the architecture 
components. Both mandatory and optional requirements are listed. 

5.3.1 Functional Generic Platform Requirements 
Table 5-10 provides a list of generic requirements that need to be ensured by the ACROSS platform. 

Table 5-10: Functional generic platform requirements. 

Requirement ID Requirement Description 

FNR.GP.01 

The ACROSS Orchestrators MUST be able to manage containerized services 
through a Container Infrastructure Manager (CIM) software (e.g., Kubernetes). 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.02 

The ACROSS Orchestrators (i.e., AMSO and ACDO) MUST provide a 
standardized northbound API for describing service specifications. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
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Comment Applies to both Multi-domain Service 
Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.03 

The ACROSS Orchestrators MUST provide a standardized northbound API for 
describing service categories, where one or more service specifications may 
belong to. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.04 

The ACROSS Orchestrators MUST provide a standardized northbound API for 
describing service catalogs, where one or more service categories may belong 
to. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.05 

The ACROSS Orchestrators MUST provide a standardized northbound API for 
describing service orders. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.06 

The ACROSS Orchestrators MUST provide a standardized northbound API for 
describing service order updates. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.07 

The ACROSS Orchestrators MUST provide a policy API for executing service 
order operations, such as updates. 
Affected component(s) AMSO, ACDO 
Contributing Partner(s) UBI, UoP 
Comment Applies to both Multi-domain Service 

Orchestration and Domain Orchestration 
requirements below. 

FNR.GP.08 

The ACROSS Orchestrators MUST offer service management and policy 
management APIs to Automation Platform services 
Affected component(s) AMSO, ACDO, Automation Platform Services 
Contributing Partner(s) LMI, WINGS, UBI, UoP, 
Comment - 

FNR.GP.09 

The ACROSS Orchestrators SHOULD align with ETSI ZSM reference architecture 
and specifications. 
Affected component(s) AMSO, ACDO, TID 
Contributing Partner(s) UBI, UoP 
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Affected component(s) ACROSS Portal 
Contributing Partner(s) UBI, UoP 
Comment - 

FNR.ESO.09 

ACROSS Portal MUST offer a domain registration view to ACROSS stakeholders.  
Affected component(s) ACROSS Portal 
Contributing Partner(s) UBI 
Comment This view will allow stakeholders to declare useful 

information on new domains that they wish to 
bring under the ACROSS realm. 

FNR.ESO.10 

AMSO MUST offer client-side services that allow seamless (one touch) 
registration of a new domain to the ZTC fabric. 
Affected component(s) ACROSS Portal 
Contributing Partner(s) UBI 
Comment These services must be accessible through the 

ACROSS portal. 

FNR.ESO.11 

ACROSS Portal MUST offer a service registration view where domain owners 
will be able to declare the services they wish to expose through the ZTC fabric. 
Affected component(s) ACROSS Portal 
Contributing Partner(s) UBI 
Comment - 

FNR.ESO.12 

AMSO MUST persist ACDO instances stored into the AMSO resource inventory. 
Affected component(s) AMSO Storage 
Contributing Partner(s) UBI 
Comment Allows the AMSO to have an up-to-date view of the 

underlying active ACDO instances (aka domains) 
 

5.3.3 Functional Domain Orchestration Requirements 
Table 5-12 provides a list of domain orchestration requirements that need to be ensured by the 
ACROSS platform at the DO-L. 

Table 5-12: Functional domain orchestration requirements. 

Requirement ID Requirement Description 

FNR.DO.01 

ACDO MUST be able to manage physical and/or virtual compute nodes through 
a Virtual Infrastructure Manager (VIM) software (e.g., OpenStack, ProxMox). 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.02 

ACDO MUST be able to manage transport network devices through next-
generation SDN protocols, such as P4, OpenConfig, gNMI, TAPI, etc. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be done via an SDN controller. 

FNR.DO.03 

ACDO MUST be able to manage 5G core network functions via a 5G core 
network controller. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 
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FNR.DO.04 

ACDO MUST be able to manage 5G RAN devices using a RAN controller. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.05 

ACDO MUST be able to update network resources on demand. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.06 

ACDO MUST be able to react to events stemming from the underlying compute 
and network resources in an asynchronous way. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.07 

ACDO MUST be able to scale compute and network resources in/out upon 
relevant events. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.08 

ACDO MUST be able to secure important services by controlling/filtering the 
amount of traffic that reaches these services. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be tested in TC1 using the 5GC as an example. 

FNR.DO.09 

ACDO MUST ensure service continuity while dynamically updating a service. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be tested in TC1 using the 5GC as an example. 

FNR.DO.10 

ACDO MUST be able to manage CIMs either directly or through an NFVO 
software. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment - 

FNR.DO.11 

ACDO MUST be able to subscribe to a 5G NEF to be notified about events from 
the 5GS. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be tested in TC2.1. 

FNR.DO.12 

ACDO MUST be able to reconfigure the 5GC in response to an event or a policy 
trigger. 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be tested in TC2.1. 

FNR.DO.13 

ACDO MUST be able to subscribe to an SDN Controller to be notified about 
events regarding a switch (e.g., bandwidth). 
Affected component(s) ACDO Orchestration 
Contributing Partner(s) UoP 
Comment Will be tested in TC2.2. 
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5.3.6 Functional Communication Requirements 
Table 5-15 provides a list of communication requirements that need to be ensured by the ACROSS 
platform in a cross-layer manner. Communication requirements related to the ZTC services are 
reported in Section 5.3.4. 

Table 5-15: Functional communication requirements. 

Requirement ID Requirement Description 

FNR.COM.01 

The ACROSS Communication platform services MUST provide message queues 
that can be shared among multiple services. 
Affected component(s) Message queue platform service 
Contributing Partner(s) K3Y 
Comment - 

FNR.COM.02 

The ACROSS Communication platform services MUST provide message bus 
that can be shared among multiple services. 
Affected component(s) Message bus platform service 
Contributing Partner(s) K3Y 
Comment - 

FNR.COM.03 

The ACROSS Communication platform services MUST provide event bus that 
can be shared among multiple services. 
Affected component(s) Message bus platform service 
Contributing Partner(s) K3Y 
Comment This event bus should also be accessible by the 

orchestrators. 
 

5.3.7 Functional Telemetry Requirements 
Table 5-16 provides a list of telemetry requirements that need to be ensured by the ACROSS Telemetry 
platform services. 

Table 5-16: Functional telemetry requirements. 

Requirement ID Requirement Description 

FNR.TLM.01 

The ACROSS Compute Telemetry platform service MUST be able to manage 
telemetry services on physical and/or virtual compute nodes through a VIM 
software. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.02 

The ACROSS Compute Telemetry platform service MUST be able to manage 
container telemetry services through a CIM software. 
Affected component(s) AMSO Telemetry, ACDO Telemetry 
Contributing Partner(s) UBI, UoP 
Comment - 

FNR.TLM.03 

The ACROSS SDN Telemetry platform service MUST be able to manage 
telemetry services on software and hardware based SDN switches through an 
SDN controller. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UBI 
Comment - 
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FNR.TLM.04 

The ACROSS 5G Telemetry platform service MUST be able to manage telemetry 
services on 5G RAN elements through a 5G RAN controller. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.05 

The ACROSS Compute Telemetry platform service MUST integrate compute 
telemetry with state-of-the-art open-source industrial-grade cloud telemetry 
software, such as Prometheus. 
Affected component(s) AMSO Telemetry, ACDO Telemetry 
Contributing Partner(s) UBI, UoP 
Comment - 

FNR.TLM.06 

The ACROSS SDN Telemetry platform service MUST integrate network 
telemetry with state-of-the-art open-source industrial-grade cloud telemetry 
software, such as Prometheus. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.07 

The ACROSS 5G Telemetry platform service MUST integrate RAN telemetry 
with state-of-the-art open-source industrial-grade cloud telemetry software, 
such as Prometheus. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.08 

The ACROSS Compute Telemetry platform service MUST be able to scale cloud 
telemetry services on demand. 
Affected component(s) AMSO Telemetry, ACDO Telemetry 
Contributing Partner(s) UBI, UoP 
Comment - 

FNR.TLM.09 

The ACROSS SDN Telemetry platform service MUST be able to scale SDN 
telemetry services on demand. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.10 

The ACROSS 5G Telemetry platform service MUST be able to scale 5G 
telemetry services on demand. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UoP 
Comment - 

FNR.TLM.11 

The ACROSS Compute Telemetry platform service MUST persist compute 
telemetry data, ensuring high availability. 
Affected component(s) AMSO Telemetry, ACDO Telemetry 
Contributing Partner(s) UBI, UoP 
Comment - 

FNR.TLM.12 

The ACROSS Compute Telemetry platform service MUST provide timestamped 
information on data metrics across domains. 
Affected component(s) AMSO Telemetry, ACDO Telemetry 
Contributing Partner(s) UBI, UoP 
Comment - 
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FNR.TLM.13 

The ACROSS SDN Telemetry platform service MUST support both in-band and 
out-of-band network telemetry. 
Affected component(s) ACDO Telemetry 
Contributing Partner(s) UBI 
Comment The support will only cover P4-based INT [24]. 

FNR.TLM.14 

The ACROSS Compute Telemetry platform service SHOULD support open 
protocols for compute telemetry services, such as Open Telemetry Protocol 
(OTLP). 
Affected component(s) Affected component(s) 
Contributing Partner(s) Contributing Partner(s) 
Comment Comment 

 

5.3.8 Functional Security and Trust Requirements 
Table 5-17 provides a list of security and trust requirements that need to be ensured by the ACROSS 
Security & Trust platform services. 

Table 5-17: Functional security and trust requirements. 

Requirement ID Requirement Description 

FNR.SEC.01 

The ACROSS Device Attestation platform service MUST ensure the integrity of 
compute devices at boot time before they are onboarded. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1a. 

FNR.SEC.02 

The ACROSS Device Attestation platform service MUST ensure the integrity of 
network devices (e.g., P4) at boot time before they are onboarded. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1b. 

FNR.SEC.03 

The ACROSS Device Attestation platform service MUST ensure the integrity of 
5G RAN devices at boot time before they are onboarded. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1c. 

FNR.SEC.04 

The ACROSS Device Attestation platform service MUST provide open 
interfaces to manage compute devices to be onboarded (and their security-
related information). 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1a. 

FNR.SEC.05 

The ACROSS Device Attestation platform service MUST provide open 
interfaces to manage network devices (e.g., P4) to be onboarded (and their 
security-related information). 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1b. 

FNR.SEC.06 
The ACROSS Device Attestation platform service MUST provide open 
interfaces to manage 5G RAN devices to be onboarded (and their security-
related information). 
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Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.1c. 

FNR.SEC.07 

The ACROSS Secure Container Migration platform service MUST ensure the 
integrity of a node at runtime before a service is migrated to it. 
Affected component(s) Secure Container Migration platform service 
Contributing Partner(s) NEC 
Comment Will be tested in TC1.4c. 

FNR.SEC.08 

The ACROSS Secure Container Migration platform service MUST be able to 
migrate services in a secure way, while preserving their state. 
Affected component(s) Secure Container Migration platform service 
Contributing Partner(s) NEC 
Comment - 

FNR.SEC.09 

The ACROSS Device Attestation platform service MUST provide secure data 
communication between compute devices and the device management layer 
of the platform. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment - 

FNR.SEC.10 

The ACROSS Device Attestation platform service MUST provide secure data 
communication between network devices and the device management layer 
of the platform. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment - 

FNR.SEC.11 

The ACROSS Device Attestation platform service MUST provide secure data 
communication between 5G RAN devices and the device management layer of 
the platform. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment - 

FNR.SEC.12 

The ACROSS Device Attestation platform service SHOULD support a physical 
Root of Trust (RoT) for measuring and securely onboard devices. This RoT can 
e.g., be Trusted Platform Modules (TPMs). In case a node has no physical TPM 
(e.g., a virtualized node), a software based TPM will be used as a RoT. 
Affected component(s) Device Attestation platform service 
Contributing Partner(s) NEC 
Comment - 

FNR.SEC.13 

The ACROSS DDoS Detection platform service MUST be able to timely detect 
DDoS attacks and produce relevant events to an event bus. 
Affected component(s) DDoS Detection Platform service, Event bus 
Contributing Partner(s) CTTC 
Comment - 

FNR.SEC.14 

The ACROSS DDoS Mitigation platform service MUST be able to receive events 
on detected DDoS attacks from an event bus (i.e., stemming from the DDoS 
Detection service). 
Affected component(s) DDoS Mitigation Platform service, Event bus 
Contributing Partner(s) CTTC 
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Comment - 

FNR.SEC.15 

The ACROSS DDoS Mitigation platform service MUST be able to mitigate DDoS 
attacks and store mitigation actions into a storage service. 
Affected component(s) DDoS Mitigation Platform service, Storage 
Contributing Partner(s) CTTC 
Comment - 

FNR.SEC.16 

The ACROSS Security & Trust Platform services MUST be managed by a sidecar 
control service component in charge of configuring these services after being 
spawned by the orchestrators. 
Affected component(s) All Security & Trust platform services 
Contributing Partner(s) CTTC 
Comment - 

 

5.3.9 Functional Artificial Intelligence Requirements 
Table 5-18 provides a list of AI requirements that need to be ensured by the ACROSS AI platform 
services. 

Table 5-18: Functional artificial intelligence requirements. 

Requirement ID Requirement Description 

FNR.AI.01 

The ACROSS AI Inference platform service MUST provide explainable AI 
decisions following the framework proposed in the guidance document ETSI 
GR SAI 002 to ensure transparency and interpretability. 
Affected component(s) AI Inference 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.02 

The ACROSS AI Training platform service SHOULD provide comprehensive 
documentation for each available AI model, including detailed descriptions of 
the model's purpose, inputs, outputs, limitations, and recommended use 
cases. The documentation should also include information on model training 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.03 

The ACROSS AI Inference platform service MUST enable a callback to trigger a 
potential zero-touch operation in response to the outcome of the AI engine. 
Affected component(s) AI Inference 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.04 

The ACROSS AI Training platform service MUST be able to train models that 
forecast congestion problems in the network using network traffic. 
Affected component(s) AI Training 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.05 

The ACROSS AI Inference platform services MUST be able to forecast 
congestion problems using stored models and network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 
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FNR.AI.06 

The ACROSS AI Training platform services MUST be able to train models that 
forecast the paths with lowest energy cost in the network using network 
traffic. 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.07 

The ACROSS AI Inference platform services MUST be able to forecast the paths 
with lowest energy cost using stored models and network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.08 

The ACROSS AI Training platform services MUST be able to train models that 
forecast QoS degradation in the network using network traffic. 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.09 

The ACROSS AI Inference platform services MUST be able to forecast QoS 
degradation using stored models and network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.10 

The ACROSS AI Training platform services MUST be able to train models that 
forecast SLA violations in the network using network traffic. 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.11 

The ACROSS AI Inference platform services MUST be able to forecast SLA 
violations using stored models and network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.12 

The ACROSS AI Training platform services MUST be able to train models that 
predict Heavy Hitter traffic in the network using network traffic. 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.13 

The ACROSS AI Inference platform services MUST be able to predict Heavy 
Hitter traffic using stored models and network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.14 

The ACROSS AI Training platform services MUST be able to train models that 
classify heavy hitter traffic as benign or a specific type of attack using network 
traffic. 
Affected component(s) AI Training, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 
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FNR.AI.15 

The ACROSS AI Inference platform services MUST be able to classify heavy 
hitter traffic as benign or a specific type of attack using stored models and 
network traffic. 
Affected component(s) AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

FNR.AI.16 

The ACROSS AI platform services MUST be able to operate upon pre-processed 
(e.g., aggregated) data (i.e., prepared by some Analytics Platform services) 
Affected component(s) AI Training, AI Inference, AI Model Repository 
Contributing Partner(s) UPM, TID 
Comment - 

 

5.3.10 Functional Analytics Requirements 
Table 5-19 provides a list of Analytics requirements that need to be ensured by the ACROSS Analytics 
platform services. The AI requirements related to training and inference capabilities (i.e., FNR.AI.04- 
FNR.AI-15) also apply in the case of Analytics (see FNR.ANL.02- FNR.ANL-13). However, Analytics-
based mechanisms may not be able to perform with the same accuracy as the models are simpler than 
their AI counterparts. 

Table 5-19: Functional analytics requirements. 

Requirement ID Requirement Description 

FNR.ANL.01 

The ACROSS Analytics Inference platform service MUST enable a callback to 
trigger a potential zero-touch operation in response to the outcome of the 
Analytics engine. 
Affected component(s) Analytics Inference 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.02 

The ACROSS Analytics Training platform service MUST be able to train models 
that forecast congestion problems in the network using network traffic. 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.03 

The ACROSS Analytics Inference platform services MUST be able to forecast 
congestion problems using stored models and network traffic. 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.04 

The ACROSS Analytics Training platform services MUST be able to train models 
that forecast the paths with lowest energy cost in the network using network 
traffic 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.05 

The ACROSS Analytics Inference platform services MUST be able to forecast 
the paths with lowest energy cost using stored models and network traffic 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
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Comment - 

FNR.ANL.06 

The ACROSS Analytics Training platform services MUST be able to train models 
that forecast QoS degradation in the network using network traffic. 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.07 

The ACROSS Analytics Inference platform services MUST be able to forecast 
QoS degradation using stored models and network traffic. 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.08 

The ACROSS Analytics Training platform services MUST be able to train models 
that forecast SLA violations in the network using network traffic. 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.09 

The ACROSS Analytics Inference platform services MUST be able to forecast 
SLA violations using stored models and network traffic. 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.10 

The ACROSS Analytics Training platform services MUST be able to train models 
that predict Heavy Hitter traffic in the network using network traffic. 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

NR.ANL.11 

The ACROSS Analytics Inference platform services MUST be able to predict 
Heavy Hitter traffic using stored models and network traffic. 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.12 

The ACROSS Analytics Training platform services MUST be able to train models 
that classify heavy hitter traffic as benign or a specific type of attack using 
network traffic. 
Affected component(s) Analytics Training, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.13 

The ACROSS Analytics Inference platform services MUST be able to classify 
heavy hitter traffic as benign or a specific type of attack using stored models 
and network traffic. 
Affected component(s) Analytics Inference, Analytics Model Repository 
Contributing Partner(s) K3Y 
Comment - 

FNR.ANL.14 

The ACROSS Data Aggregator Analytics platform service MUST be able to read 
raw data from a storage service. 
Affected component(s) Analytics Data Aggregator, Storage 
Contributing Partner(s) K3Y 
Comment - 
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Comment - 

FNR.ZT.05 

The ACROSS Automation platform services MUST be able to create 
automations for service SLA maintenance. 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.06 

The ACROSS Automation platform services SHOULD provide automations 
without failure. 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.07 

The ACROSS Automation platform services MUST provide near real time 
automations. 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.08 

The ACROSS Automation platform services MUST be able to handle increasing 
amounts of data without performance degradation. 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.09 

The ACROSS Automation platform services SHOULD not produce unwanted 
behavior in the system (e.g., by conflict with other automation / ZTP modules 
in the system). 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.10 

The ACROSS Automation platform services MUST interface with the service 
management APIs of both ACROSS orchestrators (i.e., AMSO and ACDO). 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

FNR.ZT.11 

The ACROSS Automation platform services MUST interface with the policy 
management APIs of both ACROSS orchestrators (i.e., AMSO and ACDO). 
Affected component(s) Automation Platform services 
Contributing Partner(s) LMI, WINGS 
Comment - 

 

5.3.12 Functional Digital Twin Requirements 
Table 5-21 provides a list of digital twin requirements that need to be ensured by the ACROSS Training 
and Validation Environment & Services. 

Table 5-21: Functional digital twin requirements. 

Requirement ID Requirement Description 

FNR.DT.01 
The ACROSS Training and Validation Environment MUST be able to produce 
large volumes of synthetic data traffic. 
Affected component(s) NDT Controller, NDT Instance 
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Contributing Partner(s) TID 
Comment - 

FNR.DT.02 

The ACROSS Training and Validation Environment MUST be able to generate 
different traffic profiles. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.03 

The ACROSS Training and Validation Environment MUST be able to emulate 
realistic network environments 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.04 

The ACROSS Training and Validation Environment MUST be able to emulate 
congestion problems in the deployed network environment. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.05 

The ACROSS Training and Validation Environment MUST be able to employ 
tools for monitoring network metrics and resource utilization of virtualized 
functions. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.06 

The ACROSS Training and Validation Environment MUST be able to emulate 
different links with different energy costs. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.07 

The ACROSS Training and Validation Environment MUST be able to employ 
tools for monitoring energy efficient within the links. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.08 

The ACROSS Training and Validation Environment MUST be able to emulate 
different QoS degradation variables within the network links such as jitter or 
latency 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.09 

The ACROSS Training and Validation Environment MUST be able to emulate 
different SLA violations variables within the network links, such as jitter, 
latency, or errors. 
Affected component(s) NDT Controller, NDT Instance 
Contributing Partner(s) TID 
Comment - 

FNR.DT.10 
The ACROSS Training and Validation Environment MUST be able to emulate 
different types of regular traffic, heavy hitter traffic, and DDoS attacks. 
Affected component(s) NDT Controller, NDT Instance 
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6.1.3.2.3.1 Initial Test Case State 
This section outlines the initial state of the system, before executing the TC1.2c workflow. This state 
is captured by the entries in Table 6-12. 

Table 6-12: TC1.2c - Initial state of the system prior to the test case execution. 

Initial state of the system prior to TC1.2c 
This workflow begins right after the end of TC1.1c. 
At this point, a 5G gNB is already provisioned and registered to the ACDO. 
The RAN advertised by this gNB is functional and registered to the 5GC network. 

 

6.1.3.2.3.2 Sequence of Steps 
Given that the TC1.2c-environment is in the state described in the previous section, this section 
outlines the steps to execute the business logic of this test case. For every step we describe the 
required input, objective, and expected output, summarized in Table 6-13. 

Table 6-13: TC1.2c - Set of steps necessary for the test case execution. 

Step 
Number 

Input Objective Expected Output 

S1 The IP address of the 5G gNB, where 
telemetry should be initiated, is sent 
to the ACDO. 

ACDO applies a RAN telemetry 
service through a CIM, which first 
provisions a RAN telemetry 
collector. 

The collector can now gather 
and persist the collected 
metrics, which will be made 
available to the ACROSS 
orchestrators. 

S2 The CIM requests a telemetry service 
for the 5G gNB from the RAN 
controller. 

To provide telemetry software to 
the newly onboarded 5G gNB. 

The RAN controller prepares 
the 5G gNB telemetry service 
for installation. 

S3 A RAN telemetry service is available 
for installation. 

To apply the RAN telemetry service 
to the 5G gNB. 

A RAN telemetry agent is 
installed and reports metrics 
to the collector, which then 
pushes these metrics to the 
database. 

 

6.1.3.2.3.3 Workflow 
The top part in Figure 6-6 depicts the initial state of the system prior to the execution of the TC1.2c 
workflow as also discussed in Table 6-12. This TC begins right after the end of TC1.1c, assuming (i) an 
instance of the 5GC network controller is deployed by the ACDO, (ii) an instance of the 5GC is deployed 
and managed by the 5GC controller, (iii) an instance of a 5G RAN controller is deployed by the ACDO, 
(iv) a server with onboarded 5G gNB CU, (v) a 5G RU with onboarded 5G gNB DU, and (vi) a compute 
cluster for hosting the RAN telemetry services is provisioned and registered to the ACDO. 

Given these assumptions, this TC automates the process of provisioning telemetry services on a 5G 
gNB, right after its automated onboarding onto the ACROSS platform (as per TC1.1c). First, the IP 
address of the newly onboarded 5G gNB is provided as input to the ACDO, which provisions a 
telemetry collector service in the compute cluster. This service will be able to collect the telemetry 
data from the 5G gNB when this is made available. Secondly, ACDO installs a RAN telemetry service to 
the 5G gNB through the underlying RAN controller. At this point the 5G gNB can gather telemetry data 
and report this data to the telemetry collector in the compute cluster. 
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Table 6-16: TC1.3b - Initial state of the system prior to the test case execution. 

Initial state of the system prior to TC1.3b 
A deployed instance of the ACROSS Multi-domain Service Orchestrator (AMSO). 
A deployed instance of the ACROSS Cross-domain Orchestrator (ACDO) is connected to the AMSO. 
A compute cluster is provisioned and managed by the ACDO. 
A deployed instance of an SDN controller is managed by the ACDO. 
A deployed instance of a 5G Core Network controller is managed by the ACDO. 
A deployed instance of a 5G RAN controller is managed by the ACDO. 
A deployed 5G system (5G gNB and 5GC) is managed by ACDO through the respective (5G RAN and 5GC) controllers. 

 

6.1.3.3.2.2 Sequence of Steps 

Given that the TC1.3b-environment is in the state described in the previous section, this section 
outlines the steps to execute the business logic of this test case. For every step we describe the 
required input, objective, and expected output, summarized in Table 6-17. 

Table 6-17: TC1.3b - Set of steps necessary for the test case execution. 

Step 
Number 

Input Objective Expected Output 

S1 A TMF-based service order is 
provided to the ACROSS NBI (AMSO) 

AMSO parses the service order and 
translates it to service orders for 
compute (K8s) and network (5G 
slice) resources towards the ACDO.  

If the requested compute and 
network resources are 
available, AMSO performs 
service deployment on the 
allocated slice. Otherwise, 
the service order fails due to 
unavailable resources. 

 

6.1.3.3.2.3 Workflow 
The top part in Figure 6-8 depicts the initial state of the system prior to the execution of the TC1.3b 
workflow as also discussed in Table 6-16. This TC begins right after the end of TC1.3a, assuming 
deployed instances of the two orchestrators (AMSO and ACDO), and the following infrastructure 
services registered and managed by the ACDO: (i) an available computer cluster, (ii) a deployed SDN 
controller, (iii) 5G Core Network and RAN controllers, and (iv) a 5G gNB and 5GC deployment. 

Given these assumptions, this TC automates the process of service ordering through the ACROSS 
orchestrators, right after a target service is onboarded onto AMSO catalog as per TC1.3a. First, the 
user posts a service order request to AMSO. After AMSO parses and validates the service order 
request, it translates this order into subsequent service order towards ACDO. These service order 
requests compute and network services from ACDO, atop the available compute cluster and 5G 
resources. ACDO receives the two service orders from AMSO and allocates (i) compute resources for 
the target service on the available compute cluster and (ii) network resources (i.e., a 5G slice) for the 
target service on the available 5G deployment. To create an end-to-end service path, ACDO ensures 
that the allocated network slice is properly connected to the compute cluster through a transport 
connectivity service, which is part of the network slice allocation. Upon the completion of both service 
orders at ACDO level, AMSO connects to the compute cluster where the service deployment should 
be issued and deploys the service components of the service order. At this point an instance of this 
service becomes available to the end user. 
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exceed a threshold, this alert will 
be sent to the AMSO. 

S3 Policy event raised to the AMSO. Trigger policy action (service 
update). 

Successful policy triggering. 

S4 AMSO formulates a service update 
request to the ACDO. 

ACDO updates the compute and/or 
network resources of the service to 
fulfill the policy. 

Successful resource-level 
update for the service. 

S5 AMSO receives successful service 
update response from the ACDO. 

AMSO applies service-level updates 
(if any) to fulfill the policy. 

Successful service-level 
service update and successful 
policy execution. 

 

6.1.3.3.3.3 Workflow 

The top part in Figure 6-9 depicts the initial state of the system prior to the execution of the TC1.3c 
workflow as also discussed in Table 6-18. This TC begins right after the end of TC1.3b, assuming 
deployed instances of the two orchestrators (AMSO and ACDO), and the following infrastructure 
services registered and managed by the ACDO: (i) an available computer cluster, (ii) a deployed SDN 
controller, (iii) 5G Core Network and RAN controllers, and (iv) a 5G gNB and 5GC deployment. 

Given these assumptions, this TC automates the process of service updates through the ACROSS 
orchestrators, right after a target service is ordered from AMSO catalog as per TC1.3b. First, a user 
creates a policy which monitors specific service resources (e.g., CPU, RAM) and when these resources 
fall within a predetermined range (or exceed a threshold), a service order update is triggered. This 
policy is first registered to AMSO, which parses the policy event and condition data to establish 
bindings with the underlying monitoring system. To this end, AMSO registers an alert to the 
monitoring engine; when certain service KPIs (e.g., CPU, RAM) exceed a threshold, an alert will be 
raised to AMSO. At this stage, the policy is successfully provisioned. At a later point in time, we assume 
that the system conditions meet the policy criteria (e.g., due to heavy traffic going through the service) 
and the alert is raised by the monitoring engine to AMSO. At this point the policy is triggered and 
AMSO applies an action. This action involves a service order update which requires AMSO to ask ACDO 
to perform service resource updates. When ACDO performs these updates, the token comes back to 
the AMSO, which might require them to perform service-level updates (if they are part of the policy 
action). When this is done, the service update is successful, and the policy is executed. 
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A deployed instance of a 5G Core Network controller is managed by the ACDO. 
A deployed instance of a 5G RAN controller is managed by the ACDO. 
A deployed 5G system (5G gNB and 5GC) is managed by ACDO through the respective (5G RAN and 5GC) controllers. 
A deployed service with one component. 

 

6.1.3.4.1.2 Sequence of Steps 
Given that the TC1.4a-environment is in the state described in the previous section, this section 
outlines the steps to execute the business logic of this test case. For every step we describe the 
required input, objective, and expected output, summarized in Table 6-23. 

Table 6-23: TC1.4a - Set of steps necessary for the test case execution. 

Step 
Number 

Input Objective Expected Output 

S1 A service update is provided to the 
ACROSS NBI. This update entails 
adding a security NF in the deployed 
service graph for filtering the traffic 
that enters the service. 

The service update is parsed, and a 
resource update request is sent 
from AMSO to the ACDO. 

Service update lands to the 
ACDO. 

S2 ACDO has received the request for 
updating the slice of a given service. 

ACDO updates the underlying slice. Successful update of the 
underlying slice. 

S3 AMSO gets a successful update 
status from the ACDO. 

AMSO places the traffic filtering NF 
into the service graph instance 

Successful service update. 
Traffic filtering can be 
verified by inspecting the 
requests to the service. 

 

6.1.3.4.1.3 Workflow 
The top part in Figure 6-11 depicts the initial state of the system prior to the execution of the TC1.4a 
workflow as also discussed in Table 6-22. For this test case to start (i) two instances of the ACROSS 
orchestrators (i.e., AMSO and ACDO) are required, while (ii) a provisioned compute cluster, (iii) an SDN 
controller, and (iv) 5G Core and RAN controllers should be deployed and connected to the ACDO. 
Moreover, (v) a single component service should be pre-ordered and instantiated and (vi) a traffic 
filtering NF service should be onboarded onto AMSO catalog (with an image of this NF also available 
in the ACROSS registry). 

Given this assumption, this TC automates the process of expanding a deployed service graph with an 
additional security component for traffic filtering. To do so, a service order update is sent to AMSO, 
asking for an additional service specification to be ordered as part of the previous order. To realize 
this update, AMSO requests from ACDO an update of the compute resources that were previously 
allocated to the service. A similar request is transferred from ACDO to the underlying compute cluster 
to expand the resources of the provisioned service namespace. When the additional resources are 
updated, AMSO is ready to begin the deployment of the new traffic filtering NF alongside the existing 
service component. 
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S1 A user-defined network service 
update is provided to ACDO NBI as a 
policy. 

Observe the number of NEF 
requests on the 5GC and filter the 
traffic entering the 5GC when this 
exceeds a predefined threshold. 

The policy reaches the 
inserted state. 

S2 Policy event and condition data 
available to the ACDO. 

ACDO registers an alert to the 5GC 
monitoring engine. When the 
number of NEF requests exceed a 
threshold, this alert will be sent to 
the ACDO. 

Successful policy 
provisioning. 

S3 Policy event raised to the ACDO. Trigger policy action by installing a 
side car component to filter traffic 
before reaching 5GC pods. 

Successful policy triggering. 

 

6.1.3.4.2.3 Workflow 
The top part in Figure 6-12 depicts the initial state of the system prior to the execution of the TC1.4b 
workflow as also discussed in Table 6-24. For this test case to start (i) an instance of ACDO is required, 
while (ii) a provisioned compute cluster, (iii) an SDN controller, and (iv) 5G Core and RAN controllers 
should be deployed and connected to the ACDO. 

Given this assumption, this TC automates the process of adding dynamic security capabilities to an 
already deployed network service. We chose the 5GC as a relevant network service candidate as we 
believe it is crucial to protect this key network service from malicious attacks. To do so, a 5GC network 
policy can be issued to the ACDO, aiming at monitoring e.g., the number of network exposure function 
(NEF) requests heading to the 5GC. When this number exceeds a pre-defined threshold, ACDO will 
automatically trigger the deployment of a traffic filtering NF before the NEF. The TC story begins with 
the creation of such a policy on the ACDO. To realize this policy, ACDO requests an alert from the 
underlying 5G monitoring system, when the number of requests to the NEF exceeds the policy 
threshold. The 5G monitoring system will raise an event when the threshold is met (or surpassed), 
thus ACDO will automatically trigger the policy action, which in this case installs a network policy into 
the cluster where the 5GC is deployed. This network policy will filter traffic before reaching the NEF. 
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Step 
Number 

Input Objective Expected Output 

S1 Event: Sudden increase in flow 
bandwidth in UPF-SW is detected on 
the SDN controller. 

Event is created. Event notification is sent to 
the ACDO. 

S2 ACDO receives event notification 
"BANDWIDTH_INCREASE". 

Policy is triggered. Policy is evaluated. 

S3 ACDO evaluates policy. Action is taken based on policy 
outcomes. 

ACDO sends requests to the 
SDN controller to load a new 
traffic classification P4 
program. 

S4 SDN controller receives request to 
load a new traffic classification P4 
program. 

New P4 program is loaded. Specific flows are redirected 
to UPF-HW. 

S5 ACDO requests CIM to reconfigure 
the 5GS. 

UPF-HW is registered in the 5GS. CIM requests the 5GS to 
register UPF-HW. 

S6 5GS receives request to register the 
UPF-HW 

Specific flows are redirected to 
UPF-HW 

UPF-HW is registered 

 

6.2.3.2.3 Workflow 
The top part in Figure 6-16 depicts the initial state of the system prior to the execution of the TC2.2 
workflow, as also discussed in Table 6-33. This TC assumes the following during TC execution:  

i. An instance of the ACDO 
ii. An instance of an NFVO 

iii. An instance of a SDN Controller 
iv. An instance of a CIM, such as a Kubernetes cluster  
v. An instance of a 5GS 

vi. An instance of a software-based UPF  
vii. An instance of a hardware-based UPF 

viii. A policy that observes the bandwidth of flows in the UPF-SW 
ix. ACDO has subscribed to the SDN controller to receive alerts. 
x. The SDN controller monitors the bandwidth of the Switch that serves the UPF-SW. 

Following the initial state, the workflow TC2.2, is executed as follows: 

Based on the monitoring data that is made available to the ACDO, when a metric that measures 
bandwidth surpasses a threshold, an ACDO policy is evaluated, and a request is created to be sent to 
the SDN Controller. The request instructs the controller to load a traffic classification P4 program to 
the underlying hardware. The SDN Controller then loads this P4 program to the hardware. From this 
point on, the heavy-hitter flows are redirected to the UPF-HW, whereas the rest of the traffic is served 
by the UPF-SW. 
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Table 6-38: Initial TC3.1 State 

Initial state of the system prior to this TC 
This workflow is executed in TID infrastructure, in the ACROSS shared services domain, in Madrid, Spain.  
NDT infrastructure is ready to be used in the TID infrastructure.  
 
Description of the purpose and context of the sub-test case:  Deploy an emulated network scenario with multiple links, 
including both the data plane and the control plane. Generate user traffic profiles and emulate congestion problems. 
Specification of the baseline network traffic conditions: 5G network with links congested by network traffic. 
Virtualized network components involved in the NDT descriptor  
Specification of the tools used to monitor the parameters extracted from the execution of the environment (VNF probes) 
Description of the normal and congestion traffic patterns 
Specification of the desired outcomes of the sub-test case: metrics extracted from the synthetic traffic data generation.  

 

6.3.3.1.2 Sequence of Steps  
Given that the TC3.1-environment is in the state described in the previous section, this section outlines 
the steps to execute the business logic of this test case. For every step we describe the required input, 
objective, and expected output, summarized in Table 6-39. 

Table 6-39: Sequence of steps in TC3.1 

Step 
Number 

Input Objective Expected Output 

S1 Scenario topology 
description 
scripts.  

Emulate links congestion. Network and devices data 
collection related to the 
congestion. 
 

S2 NDT Scenario. 
 

Monitor and extract different parameters from both 
the network connections and the nodes.  
 

Data collection from both the 
network connections and the 
nodes (in the data plane and 
in the control plane). 
 

S3 NDT data traffic 
(pcap files) and 
metadata for 
labeling 
connections. 
 

1) Generate statistical features/variables per 
connection (e.g., C2S packets, mean 
interarrival time between packets, ratio of 
C2S bytes and S2C bytes) at periodic time 
intervals: connection snapshot. 

2) Add the corresponding label to each 
connection snapshot. 

3) Clean, Transform and Select using feature 
engineering the subset of 
features/variables to be input to ML/DL 
models. 

4) Split dataset into TRAINING and TESTING. 
 

Labeled datasets: a list of 
chronologically ordered 
snapshots.   
 

S4 Labeled datasets: 
a list of 
chronologically 
ordered 
snapshots.   
 

Perform any extra data cleaning or transformation 
needed on the existing datasets for the ML/DL model. 
 

Enhanced labeled datasets 
ready to be used by ML/DL 
models 

S5 Preprocessed 
TRAINING Dataset 
(e.g., features 
selected) 
containing a list of 
labeled 
connection 
snapshots. 
 

Train, validate and optimize several ML/DL models 
that can forecast accurately congestion problems. 

ML/DL models ready to be 
used. 
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S6 Trained and tested 
AI models. 
 

Integrate and deploy in real time AI models within the 
NDT in order to test their performance reinjecting the 
TESTING dataset. 
 

Validation metrics  (e.g., 
accuracy, precision and recall 
and inference time). 

S7 Trained and tested 
AI models 
validated in the 
NDT. 
 

Store AI models in the ACROSS AI models repository  
based on standardized open-source and extensible 
data model such the one offered by ML-Flow. 
 

AI models stored and offered 
in the ACROSS AI models 
repository. 
 

S8 A request for an AI 
model stored in 
the ACROSS 
repository. 
 

Obtain an AI model previously stored in the ACROSS 
repository and deploy and run the model in local 
environment.  
 

AI model in a binary file 
accompanied with its 
metadata. 
 

S9 AI model 
 

Analyse parameters to forecast possible congestion 
problems and generate events that trigger re-routing 
actions. Routing packets through uncongested paths  
 

Perform mitigation action: 
Re-routing traffic flows 
 

 

6.3.3.2 TC3.2: Smart energy-aware zero-touch TE 
This sub-test incorporates energy consumption considerations as an additional constraint for network 
orchestration mechanisms. It involves actions such as switching off ports, rerouting traffic, and 
optimizing traffic concentration to reduce the number of active paths while ensuring adequate 
protection. Energy consumption is monitored using Model Driven Telemetry, and this information is 
used to inform network orchestration. It also uses an emulated network scenario with multiple links 
and emulated energy consumption. 

6.3.3.2.1 Initial Test Case State 
To deploy the experimentation topology in the NDT it will be necessary to obtain a descriptor of the 
scenario. To this end, steps followed are the same as in Section 6.3.3.1. This section outlines the initial 
state of the system, before executing the TC3.2 workflow. This state is captured by the entries in Table 
6-40 

Table 6-40: Initial TC3.2 state 

Initial state of the system prior to this TC 
This workflow is executed in TID infrastructure, in the ACROSS shared services domain, in Madrid, Spain.  
NDT infrastructure is ready to be used in the TID infrastructure.  
 
Description of the purpose and context of the sub-test case:  Incorporate energy consumption information as an additional 
constraint to feed orchestration mechanisms in the Network. Complement that with control actions in the Network (switch-
off ports, traffic rerouting, concentration of traffic reducing the number of active paths but ensuring 
sufficient protection, etc).  
Specification of the baseline network traffic conditions: The deployment consist of a network scenario with multiple links. 
In this scenario, telco traffic profiles are emulated in order to extract the energy consumption information of the links. 
Virtualized network components involved in the NDT descriptor  
Specification of the tools used to monitor the parameters extracted from the execution of the environment (VNF probes) 
Specification of the desired outcomes of the sub-test case: energy metrics extracted from the emulation of the scenario.  

 

6.3.3.2.2 Sequence of Steps  
Given that the TC3.2-environment is in the state described in the previous section, this section outlines 
the steps to execute the business logic of this test case. For every step we describe the required input, 
objective, and expected output, summarized in Table 6-41 
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Table 6-41: Sequence of steps in TC3.2. 

Step 
Number 

Input Objective Expected Output 

S1 Scenario topology 
description 
scripts.  

Emulate network traffic to obtain energy 
consumption in the network paths. 
 

Network energy 
consumption statistics. 
 

S2 NDT Scenario. 
 

Obtain information related to energy consumption. 
 

NDT data collection and 
visualization of energy cost in 
the paths. 
 

S3 Energy 
consumption 
information 
 

Transform and add the energy consumption 
information and constraints in a timeseries 
 

Datasets with a timeseries of 
energy consumption 
information on all nodes. 
 

S4 Datasets with a 
timeseries of 
energy 
consumption 
information on all 
nodes 
 

Perform any extra data cleaning or transformation 
needed on the existing datasets for the ML/DL model. 
 

Enhanced energy 
consumption timeseries 
ready to be used by ML/DL 
models. 
 

S5 Set of ML/DL 
trained models  
Preprocessed 
TESTING Dataset. 
 

Train, validate and optimize several ML/DL models 
that can forecast the energy consumption of nodes in 
a network and select the path with the least energy 
consumption. 
 

ML/DL models ready to be 
used. 
 

S6 Trained and tested 
AI models. 
 

Integrate and deploy in real time AI models within the 
NDT in order to test their performance reinjecting the 
TESTING dataset. 
 

Validation metrics  (e.g., 
accuracy, precision and recall 
and inference time). 

S7 Trained and tested 
AI models 
validated in the 
NDT. 
 

Store AI models in the ACROSS AI models repository 
based on standardized open-source and extensible 
data model such the one offered by ML-Flow. 
 

AI models stored and offered 
in the ACROSS AI models 
repository. 
 

S8 A request for an AI 
model stored in 
the ACROSS 
repository. 
 

Obtain an AI model previously stored in the ACROSS 
repository and deploy and run the model in local 
environment.  
 

AI model in a binary file 
accompanied with its 
metadata. 
 

S9 AI forecasting 
model. 

Forecast the energy costs in the future and select the 
path with the lowest future energy cost. Choosing the 
most appropriate path.  
 

Perform mitigation action: 
route traffic on the path with 
the lowest energy cost in the 
future 
 

 

6.3.3.3 TC3.3: Smart QoS-aware zero-touch TE 
This sub-test focuses on Quality of Service (QoS) preservation in multiple stakeholder networks. It 
relies on predefined values for latency, jitter, and errors to predict and reconfigure the network for 
service optimization. An emulated network scenario with data and control plane links is employed, 
and QoS degradation is emulated, including error-related issues such as connection timeouts. 

 

6.3.3.3.1 Initial Test Case State 
To deploy the experimentation topology in the NDT it will be necessary to obtain a descriptor of the 
scenario. To this end, steps followed are the same as in Section 6.3.3.1.This section outlines the initial 
state of the system, before executing the TC3.3 workflow. This state is captured by the entries in Table 
6-42. 
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S6 Trained and tested 
AI models. 
 

Integrate and deploy in real time AI models within the 
NDT in order to test their performance reinjecting the 
TESTING dataset. 
 

Validation metrics (e.g., 
accuracy, precision and recall 
and inference time). 

S7 Trained and tested 
AI models 
validated in the 
NDT. 
 

Store AI models in the ACROSS AI models repository  
based on standardized open-source and extensible 
data model such the one offered by ML-Flow. 
 

AI models stored and offered 
in the ACROSS AI models 
repository. 
 

S8 A request for an AI 
model stored in 
the ACROSS 
repository. 
 

Obtain an AI model previously stored in the ACROSS 
repository and deploy and run the model in local 
environment.  
 

AI model in a binary file 
accompanied with its 
metadata. 
 

S9 AI model 
 

Analyse parameters to forecast possible QOS 
degradation and generate events that trigger 
reconfiguration actions. Choose the most suitable 
mitigation action.  
 

Perform mitigation actions 
among the proposals: Scaling 
decision or routing traffic on 
other paths.  
 

 

6.3.3.4 TC3.4: Intelligent zero-touch SLA preservation 
This sub-test emphasizes the preservation of Service Level Agreements (SLAs) in multiple stakeholder 
networks. It utilizes predefined values, including latency, jitter, and errors, to measure SLAs both end-
to-end and per-hop. Predictive reconfiguration of the network is performed to ensure SLA 
preservation. Similar to previous sub-tests, it employs an emulated network scenario and emulates 
SLA violations, such as exceeding acceptable downtime specified in the SLA. 

6.3.3.4.1 Initial Test Case State 
To deploy the experimentation topology in the NDT it will be necessary to obtain a descriptor of the 
scenario. To this end, steps followed are the same as in Section 6.3.3.1. This section outlines the initial 
state of the system, before executing the TC3.4 workflow. This state is captured by the entries in Table 
6-44. 

Table 6-44: Initial TC3.4 state 

Initial state of the system prior to this TC 
This workflow is executed in TID infrastructure, in the ACROSS shared services domain, in Madrid, Spain.  
NDT infrastructure is ready to be used in the TID infrastructure.  
 
Definition of each network SLA KPI based on predefined values. 
Description of the purpose and context of the sub-test case:  Deploy an emulated network scenario with multiple links, 
including both the data plane and the control plane. Generate user traffic profiles and emulate SLA violations.  
Specification of the baseline network traffic conditions: 5G network with events affecting each SLA KPI  
Virtualized network components involved in the NDT descriptor  
Specification of the tools used to monitor the parameters extracted from the execution of the environment (VNF probes) 
Description of the normal traffic and the traffic that affect each SLA KPI (such as traffic exceeding the acceptable downtime 
specified in the SLA). 
Specification of the desired outcomes of the sub-test case: metrics extracted from the synthetic traffic data generation.  

 

6.3.3.4.2 Sequence of Steps  
Given that the TC3.4-environment is in the state described in the previous section, this section outlines 
the steps to execute the business logic of this test case. For every step we describe the required input, 
objective, and expected output, summarized in Table 6-45. 

Table 6-45: Sequence of steps in TC3.4. 

Step 
Number 

Input Objective Expected Output 
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labeling 
connections. 
 

C2S bytes and S2C bytes) at periodic time 
intervals: connection snapshot. 

2) Add the corresponding label to each 
connection snapshot. 

3) Clean, Transform and Select using feature 
engineering the subset of 
features/variables to be input to ML/DL 
models. 

4) Split dataset into TRAINING and TESTING. 
 

S4 Preprocessed 
TRAINING Dataset 
(e.g., features 
selected) 
containing a list of 
labeled 
connection 
snapshots. 
 

Train, validate and optimize several ML/DL models 
that can detect accurately a heavy hitter scenario that 
is currently taking place. 
 

Enhanced labeled datasets 
ready to be used by ML/DL 
models. 
 

S5 Set of ML/DL 
trained models 
Preprocessed 
TESTING Dataset 
(e.g., features 
selected) 
containing a list of 
labeled 
connection 
snapshots 
containing a list of 
labeled 
connection 
snapshots. 
 

Train, validate and optimize several ML/DL models 
that can detect accurately a heavy hitter scenario that 
is currently taking place. 
 

ML/DL models ready to be 
used. 
 

S6 Trained and tested 
AI models. 
 

Integrate and deploy in real time AI models within the 
NDT to test their performance reinjecting the 
TESTING dataset. 
 

Validation metrics (e.g., 
accuracy, precision and recall 
and inference time). 

S7 Trained and tested 
AI models 
validated in the 
NDT. 
 

Store AI models in the ACROSS AI models repository 
based on standardized open-source and extensible 
data model such the one offered by ML-Flow. 
 

AI models stored and offered 
in the ACROSS AI models 
repository. 
 

S8 A request for an AI 
model stored in 
the ACROSS 
repository. 
 

Obtain an AI model previously stored in the ACROSS 
repository and deploy and run the model in local 
environment.  
 

AI model in a binary file 
accompanied with its 
metadata. 
 

S9 An AI model 
retrieved from the 
ACROSS repository 
and deployed in 
the NDT. 
 

Detect the attack and enforce the mitigation action 
(e.g., block the DDoS connections). 
Forecast the attack and prevent it from occurring. 
 

Perform mitigation action 
among the possibilities: Block 
traffic or black holing to 
malicious traffic. 
 

 

6.3.3.5.2 TC3.5b: Heavy-hitter prediction for zero-touch DDoS prevention (downstream attack)  
6.3.3.5.2.1 Initial Test Case State 
To deploy the experimentation topology in the NDT it will be necessary to obtain a descriptor of the 
scenario. To this end, steps followed are the same as in Section 6.3.3.1. This section outlines the initial 
state of the system, before executing the TC3.5b workflow. This state is captured by the entries in 
Table 6-48. 
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Table 6-48: Initial TC3.5b state. 

Initial state of the system prior to this TC 
This workflow is executed in TID infrastructure, in the ACROSS shared services domain, in Madrid, Spain.  
NDT infrastructure is ready to be used in the TID infrastructure. 
Description of the purpose and context of the sub-test case: emulation of a DDoS attack that occurs externally, causing a 
disruption of the UPF. It can be a private connection, an IPX connection in roaming traffic or ISP internet Network access.  
Specification of the baseline network traffic conditions: User terminal trying to consume augmented reality services, 
streaming (or any other type of service that generates a large amount of traffic) 
Attack parameters details  
Virtualized network components involved in the NDT descriptor  
Specification of the tools used to monitor the parameters extracted from the execution of the environment (VNF probes) 
Description of the normal and malicious traffic patterns 
Specification of the desired outcomes of the sub-test case: metrics extracted from the synthetic traffic data generation.  

 

6.3.3.5.2.2 Sequence of Steps  
Given that the TC3.5b-environment is in the state described in the previous section, this section 
outlines the steps to execute the business logic of this test case. For every step we describe the 
required input, objective, and expected output, summarized in Table 6-49. 

Table 6-49: Sequence of steps in TC3.5b. 

Step 
Number 

Input Objective Expected Output 

S1 Scenario topology 
description 
scripts.  

Setting up the data collection scenario. 
 

Deployment of the emulated 
scenario with the NDT. 
 

S2 NDT Scenario. 
 

Generate labeled synthetic data of DDoS, heavy 
hitter, and benevolent traffic. 

Data collection of the 
synthetic data generated in 
the NDT.  
 

S3 NDT data traffic 
(pcap files) and 
metadata for 
labeling 
connections. 
 

1) Generate statistical features/variables per 
connection (e.g., C2S packets, mean 
interarrival time between packets, ratio of 
C2S bytes and S2C bytes) at periodic time 
intervals: connection snapshot. 

2) Add the corresponding label to each 
connection snapshot. 

3) Clean, Transform and Select using feature 
engineering the subset of 
features/variables to be input to ML/DL 
models. 

4) Split dataset into TRAINING and TESTING. 
 

Labeled datasets: a list of 
chronologically ordered 
snapshots.   
 

S4 Preprocessed 
TRAINING Dataset 
(e.g., features 
selected) 
containing a list of 
labeled 
connection 
snapshots. 
 

Train, validate and optimize several ML/DL models 
that can detect accurately a heavy hitter scenario that 
is currently taking place. 
 

Enhanced labeled datasets 
ready to be used by ML/DL 
models. 
 

S5 Set of ML/DL 
trained models 
Preprocessed 
TESTING Dataset 
(e.g., features 
selected) 
containing a list 
of labeled 

Train, validate and optimize several ML/DL models 
that can detect accurately a heavy hitter scenario that 
is currently taking place. 
 

ML/DL models ready to be 
used. 
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Figure 6-18: TC3.X Initial state - scenario deployment workflow. 

Scenario Execution and Data Extraction 

After this the stakeholder executes the scenario for TC3.X and the NDT generates synthetic data 
appropriate for the Test Case experiment, storing in the Storage Module the extracted data. Finally, a 
confirmation response is sent back to the Stakeholder. This behavior is reflected in Figure 6-19. 

 

Figure 6-19TC3.X Run scenario and data extraction workflow. 

6.3.3.6.2 AI-based workflows for TC3 
AI Model Training 

To perform the model training, the stakeholder sends the instruction to the AI training module. This 
causes the module to request the training and validation data for the specific workflow to the storage 
module. The storage module will send the raw data and labels to the data aggregator, which will 
aggregate the data and store it. This aggregated data will be sent along with the labels to the AI 
Training module, which will preprocess the ML features, train the models, validate them, and upload 
the trained model to the AI Model Repository. Finally, it will notify the storage module of the 
successful model creation. This workflow is reflected in Figure 6-20. 
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Figure 6-20 TC3.X Training ML model workflow. 

AI Inference Configuration 

Before performing the inference, some previous configurations need to be implemented. These are 
reflected in Figure 6-21. The orchestrator will configure the Raw Data Collector, the Data Aggregator, 
and the AI Inference modules with the appropriate parameters. Internally, the AI Inference module 
will contact the AI Model Repository to select the appropriate AI model according to the input 
parameters and the Repository will return the ML model and its hyperparameters. Finally, the AI 
Inference module will send a confirmation response to the Orchestrator. 

 

Figure 6-21 TC3.X AI inference configuration workflow. 



D2.1: Ecosystem definition, requirements, and use cases 

130 
 

AI Inference 

Once the model has been selected and the appropriate configurations have been implemented, raw 
data will be sent from the Raw Data Collector to the Data Aggregator, which will aggregate the data 
and send it to the Storage Module. After sending the data to be stored, the Data Aggregator module 
will notify the AI Inference module indicating that new data is available. The AI inference will then be 
able to request inference data to the Storage Module, which will return it. With this aggregated data, 
the AI Inference module will pre-process the ML features and run the inference with the current ML 
model and hyperparameters obtained during the AI inference configuration. After the inference, the 
forecast results will be stored in the Storage Module and a notification indicating that new forecast 
results exist will be sent to the Orchestrator. This behavior is shown in Figure 6-22. 

 

Figure 6-22 TC3.X AI inference workflow. 

NDT Validation 

In the NDT validation step, the AI Inference module will request inference data for the specific 
workflow to the Storage Module. This will send a signal to the Raw Data Collector to start collecting 
raw data and store it in the Storage Module. After storage, this data will be sent to the Data 
Aggregator, which will generate the aggregated data and send it to the AI Inference data as features 
for the ML models. The AI Inference will preprocess the ML features and run the inference with the 
current ML model and hyperparameters obtained during the AI inference configuration. Then it will 
send the forecast results produced to the Storage Module for them to be stored. The Storage Module 
will send them to the Digital Twin Controller, which will communicate with the Digital Twin Scenario 
to perform the appropriate mitigation actions. This workflow is shown in Figure 6-23. 
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Figure 6-23 TC3.X NDT validation workflow. 

AI Model Re-Training 

The following workflow contemplates a scenario where a component called the Data Drift Detector 
periodically tests datasets for data drift. In the case of detecting data drift, the models will be marked 
as outdated in the AI Model Repository. An operator will be able to select these models and mark 
them for the retraining process, this process will be performed with the specified method such as from 
scratch or using transfer learning among others. Once validated, the previous model will be updated 
with the newly retrained one and a notification will be sent to the Storage Module. This process is 
shown in Figure 6-24. 



D2.1: Ecosystem definition, requirements, and use cases 

132 
 

 

Figure 6-24 TC3.X Retraining ML model workflow. 

6.3.3.6.3 Analytics-based workflows for TC3 
Analytics Model Training 

To perform the Predictive Analytics model training, the stakeholder sends the instruction to the 
Analytics Training module. This causes the module to request the training and validation data for the 
specific workflow to the storage module. The storage module will send the raw data and labels to the 
Data Aggregator, which will aggregate the data and store it. This aggregated data will be sent along 
with the labels to the Analytics Training module, which will preprocess the predictive analytics 
features, train the predictive analytics models, validate them, and upload the trained predictive 
analytics model to the Analytics Model Repository. Finally, it will notify the storage module of the 
successful model creation. This workflow is reflected in Figure 6-25Figure 6-20. 
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Figure 6-25: TC3.X Training Predictive Analytics model workflow. 

Analytics Inference Configuration 

Before performing the analytics inference, some previous configurations need to be implemented. 
These are reflected in Figure 6-26. The orchestrator will configure the Raw Data Collector, the Data 
Aggregator, and the Analytics Inference module with the appropriate parameters. Internally, the 
Analytics Inference module will contact the Analytics Model Repository to select the appropriate AI 
model according to the input parameters and the Repository will return the Predictive Analytics model 
and its hyperparameters. Finally, the Analytics Inference module will send a confirmation response to 
the Orchestrator. 

 

Figure 6-26: TC3.X Analytics inference configuration workflow. 

Analytics Inference 

Once the predictive analytics model has been selected and the appropriate configurations have been 
implemented, raw data will be sent from the Raw Data Collector to the Data Aggregator, which will 
aggregate the data and send it to the Storage Module. After sending the data to be stored, the Data 
Aggregator module will notify the Analytics Inference module indicating that new data is available. 
The Analytics Inference will then be able to request inference data to the Storage Module, which will 
return it. With this aggregated data, the Analytics Inference module will pre-process the predictive 
Analytics features and run the inference with the current predictive analytics model and 
hyperparameters obtained during the Analytics inference configuration. After the inference, the 
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forecast results will be stored in the Storage Module and a notification indicating that new forecast 
results exist will be sent to the Orchestrator. This behavior is shown in Figure 6-27 

 

Figure 6-27: TC3.X Analytics inference workflow. 

NDT Validation 

In the NDT validation step, the Analytics Inference module will request inference data for the specific 
workflow to the Storage Module. This will send a signal to the Raw Data Collector to start collecting 
raw data and store it in the Storage Module. After storage, this data will be sent to the Data 
Aggregator, which will generate the aggregated data and send it to the Analytics Inference data as 
features for the Predictive Analytics models. The Analytics Inference will preprocess the Predictive 
Analytics features and run the inference with the current Predictive Analytics model and 
hyperparameters obtained during the Analytics inference configuration. Then it will send the forecast 
results produced to the Storage Module for them to be stored. The Storage Module will send them to 
the Digital Twin Controller, which will communicate with the Digital Twin Scenario to perform the 
appropriate mitigation actions. This workflow is shown in Figure 6-28Figure 6-23. 

 

Figure 6-28: TC3.X NDT validation workflow. 

Analytics Model Re-Training 

The following workflow contemplates a scenario where a component inside the Analytics Services 
called the Data Drift Detector periodically tests datasets for data drift. In the case of detecting data 
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drift, the Predictive Analytics models will be marked as outdated in the Analytics Model Repository. 
An operator will be able to select these predictive analytics models and mark them for the retraining 
process. This process will be performed with the specified method such as from scratch or using 
transfer learning among others. Once validated, the previous model will be updated with the newly 
retrained one and a notification will be sent to the Storage Module. This process is shown in Figure 
6-29.Figure 6-24. 

 

Figure 6-29: TC3.X Retraining Predictive Analytics model workflow. 

 

6.3.3.7 TC3.5-specific workflows based on the common workflows 
Using the abstract TC3 workflows defined in Section 6.3.3.6, we make the exercise to tailor them to 
the needs of TC3.5. We selected this test case because it goes beyond the typical AI/Analytics 
workflow as it involves security and trust services for DDoS prevention, which need to collaborate with 
AI/Analytics for detecting and preventing attacks. 

This test case scenario is deployed using the workflow shown in Figure 6-18 and the data extraction 
process follows the workflow described in Figure 6-19. Note that these two workflows are identical 
for all TC3 cases irrespective of whether we use AI or Analytics. In the rest of this section, we provide 
AI-based workflows for the upstream attack scenario in TC3.5 (i.e., TC3.5a) as described in Section 
6.3.3.5.1. However, the logical behavior of the downstream attack is the same as the upstream attack. 
Analytics-based workflows will also follow a similar pattern. 

6.3.3.7.1 AI-based workflows for TC3.5 
AI Model Training 

To perform the model training, the stakeholder sends the instruction to the AI training module. This 
causes the module to request the training and validation data for TC3.5 to the Storage Module. The 
Storage Module will send the raw data present in PCAP files and labels to the Traffic Aggregator, which 
will aggregate the data into network flow statistics and store them. These network flow statistics will 






























































